1. 服务器信息
[root@node4 models]# dmidecode -t system
# dmidecode 3.5
Getting SMBIOS data from sysfs.
SMBIOS 3.6.0 present.
# SMBIOS implementations newer than version 3.5.0 are not
# fully supported by this version of dmidecode.

Handle 0x0001, DMI type 1, 27 bytes
System Information
        Manufacturer: Gooxi
        Product Name: RA4208 V5
        Version: V1.0
        Serial Number: 2510220005S25110300015
        UUID: 47e7d428-beff-11f0-01fa-3b5911f31a8c
        Wake-up Type: Power Switch
        SKU Number: Default string
        Family: Family

Handle 0x000B, DMI type 12, 5 bytes
System Configuration Options
        Option 1: To Be Filled By O.E.M.

Handle 0x001B, DMI type 32, 11 bytes
System Boot Information
        Status: No errors detected


2. GPU型号：C500*8
3. Mx-smi回显
[root@node4 models]# mx-smi
mx-smi  version: 2.2.12

=================== MetaX System Management Interface Log ===================
Timestamp                                         : Thu May 21 10:46:29 2026

Attached GPUs                                     : 8
+---------------------------------------------------------------------------------+
| MX-SMI 2.2.12                      Kernel Mode Driver Version: 3.3.12           |
| MACA Version: 3.5.3.18             BIOS Version: 1.31.1.0                       |
|------------------+-----------------+---------------------+----------------------|
| Board       Name | GPU   Persist-M | Bus-id              | GPU-Util      sGPU-M |
| Pwr:Usage/Cap    | Temp       Perf | Memory-Usage        | GPU-State            |
|==================+=================+=====================+======================|
| 0     MetaX C500 | 0           Off | 0000:2c:00.0        | 0%          Disabled |
| 57W / 350W       | 33C          P0 | 858/65536 MiB       | Available            |
+------------------+-----------------+---------------------+----------------------+
| 1     MetaX C500 | 1           Off | 0000:2d:00.0        | 0%          Disabled |
| 56W / 350W       | 31C          P0 | 858/65536 MiB       | Available            |
+------------------+-----------------+---------------------+----------------------+
| 2     MetaX C500 | 2           Off | 0000:3c:00.0        | 0%          Disabled |
| 55W / 350W       | 30C          P0 | 858/65536 MiB       | Available            |
+------------------+-----------------+---------------------+----------------------+
| 3     MetaX C500 | 3           Off | 0000:3e:00.0        | 0%          Disabled |
| 55W / 350W       | 31C          P0 | 858/65536 MiB       | Available            |
+------------------+-----------------+---------------------+----------------------+
| 4     MetaX C500 | 4           Off | 0000:4e:00.0        | 0%          Disabled |
| 55W / 350W       | 31C          P0 | 858/65536 MiB       | Available            |
+------------------+-----------------+---------------------+----------------------+
| 5     MetaX C500 | 5           Off | 0000:4f:00.0        | 0%          Disabled |
| 60W / 350W       | 32C          P0 | 858/65536 MiB       | Available            |
+------------------+-----------------+---------------------+----------------------+
| 6     MetaX C500 | 6           Off | 0000:5e:00.0        | 0%          Disabled |
| 56W / 350W       | 32C          P0 | 858/65536 MiB       | Available            |
+------------------+-----------------+---------------------+----------------------+
| 7     MetaX C500 | 7           Off | 0000:5f:00.0        | 0%          Disabled |
| 57W / 350W       | 32C          P0 | 858/65536 MiB       | Available            |
+------------------+-----------------+---------------------+----------------------+

+---------------------------------------------------------------------------------+
| Process:                                                                        |
|  GPU                    PID         Process Name                 GPU Memory     |
|                                                                  Usage(MiB)     |
|=================================================================================|
|  no process found                                                               |
+---------------------------------------------------------------------------------+

End of Log

4. 操作系统内核版本
[root@node4 models]# cat /etc/os-release
NAME="Kylin Linux Advanced Server"
VERSION="V11 (Swan25)"
ID="kylin"
VERSION_ID="V11"
PRETTY_NAME="Kylin Linux Advanced Server V11 (Swan25)"
ANSI_COLOR="0;31"

[root@node4 models]# uname -a
Linux node4 6.6.0-32.7.v2505.ky11.x86_64 #1 SMP PREEMPT_DYNAMIC Fri Jul  4 13:31:43 UTC 2025 x86_64 x86_64 x86_64 GNU/Linux

5. cpu信息
[root@node4 models]# lscpu
架构：                    x86_64
  CPU 运行模式：          32-bit, 64-bit
  Address sizes:          52 bits physical, 57 bits virtual
  字节序：                Little Endian
CPU:                      128
  在线 CPU 列表：         0-127
厂商 ID：                 GenuineIntel
  BIOS 厂商 ID：          Intel(R) Corporation
  型号名称：              INTEL(R) XEON(R) GOLD 6530
    BIOS 型号名称：       INTEL(R) XEON(R) GOLD 6530  CPU @ 2.1GHz
    BIOS CPU family:      179
    CPU 系列：            6
    型号：                207
    每个核的线程数：      2
    每个座的核数：        32
    座：                  2
    步进：                2
    CPU(s) scaling MHz:   24%
    CPU 最大 MHz：        4000.0000
    CPU 最小 MHz：        800.0000
    BogoMIPS：            4200.00
    标记：                fpu vme de pse tsc msr pae mce cx8 apic sep mtrr pge mca cmov pat pse36 clflush dts acpi mmx fxsr sse sse2 ss ht tm pbe syscall nx pdpe1gb rdtscp lm constant_
                          tsc art arch_perfmon pebs bts rep_good nopl xtopology nonstop_tsc cpuid aperfmperf tsc_known_freq pni pclmulqdq dtes64 ds_cpl smx est tm2 ssse3 sdbg fma cx16
                          xtpr pdcm pcid dca sse4_1 sse4_2 x2apic movbe popcnt tsc_deadline_timer aes xsave avx f16c rdrand lahf_lm abm 3dnowprefetch cpuid_fault epb cat_l3 cat_l2 cdp_
                          l3 intel_ppin cdp_l2 ssbd mba ibrs ibpb stibp ibrs_enhanced fsgsbase tsc_adjust bmi1 avx2 smep bmi2 erms invpcid cqm rdt_a avx512f avx512dq rdseed adx smap av
                          x512ifma clflushopt clwb intel_pt avx512cd sha_ni avx512bw avx512vl xsaveopt xsavec xgetbv1 xsaves cqm_llc cqm_occup_llc cqm_mbm_total cqm_mbm_local split_loc
                          k_detect avx_vnni avx512_bf16 wbnoinvd dtherm ida arat pln pts hwp hwp_act_window hwp_epp hwp_pkg_req avx512vbmi umip pku ospke waitpkg avx512_vbmi2 gfni vaes
                           vpclmulqdq avx512_vnni avx512_bitalg tme avx512_vpopcntdq la57 rdpid bus_lock_detect cldemote movdiri movdir64b enqcmd fsrm md_clear serialize tsxldtrk pconf
                          ig arch_lbr ibt amx_bf16 avx512_fp16 amx_tile amx_int8 flush_l1d arch_capabilities
Caches (sum of all):
  L1d:                    3 MiB (64 instances)
  L1i:                    2 MiB (64 instances)
  L2:                     128 MiB (64 instances)
  L3:                     320 MiB (2 instances)
NUMA:
  NUMA 节点：             2
  NUMA 节点0 CPU：        0-31,64-95
  NUMA 节点1 CPU：        32-63,96-127
Vulnerabilities:
  Gather data sampling:   Not affected
  Itlb multihit:          Not affected
  L1tf:                   Not affected
  Mds:                    Not affected
  Meltdown:               Not affected
  Mmio stale data:        Not affected
  Reg file data sampling: Not affected
  Retbleed:               Not affected
  Spec rstack overflow:   Not affected
  Spec store bypass:      Mitigation; Speculative Store Bypass disabled via prctl
  Spectre v1:             Mitigation; usercopy/swapgs barriers and __user pointer sanitization
  Spectre v2:             Mitigation; Enhanced / Automatic IBRS; IBPB conditional; PBRSB-eIBRS SW sequence; BHI BHI_DIS_S
  Srbds:                  Not affected
  Tsx async abort:        Not affected

6. docker info回显
[root@node4 models]# docker info
Client:
 Version:    24.0.9
 Context:    default
 Debug Mode: false

Server:
 Containers: 3
  Running: 1
  Paused: 0
  Stopped: 2
 Images: 6
 Server Version: 24.0.9
 Storage Driver: overlay2
  Backing Filesystem: extfs
  Supports d_type: true
  Using metacopy: false
  Native Overlay Diff: true
  userxattr: false
 Logging Driver: json-file
 Cgroup Driver: cgroupfs
 Cgroup Version: 1
 Plugins:
  Volume: local
  Network: bridge host ipvlan macvlan null overlay
  Log: awslogs fluentd gcplogs gelf journald json-file local logentries splunk syslog
 Swarm: inactive
 Runtimes: io.containerd.runc.v2 runc
 Default Runtime: runc
 Init Binary: docker-init
 containerd version: 7c3aca7a610df76212171d200ca3811ff6096eb8
 runc version: v1.1.12-0-g51d5e946
 init version:
 Security Options:
  seccomp
   Profile: builtin
 Kernel Version: 6.6.0-32.7.v2505.ky11.x86_64
 Operating System: Kylin Linux Advanced Server V11 (Swan25)
 OSType: linux
 Architecture: x86_64
 CPUs: 128
 Total Memory: 1007GiB
 Name: node4
 ID: 5648d266-64f1-40d6-bea5-7f92121bfb74
 Docker Root Dir: /mnt/data/docker-data
 Debug Mode: false
 Experimental: false
 Insecure Registries:
  127.0.0.0/8
 Live Restore Enabled: false

7. 镜像
cr.metax-tech.com/public-init/maca/vllm-metax                           0.20.0-maca.ai3.7.0.101-torch2.8-py310-ubuntu22.04-amd64 

8. 容器启动命令
docker run -itd --device=/dev/dri --device=/dev/mxcd --group-add video --name dsv4-master --device=/dev/mem --network=host --security-opt seccomp=unconfined --security-opt apparmor=unconfined --shm-size '100gb' --ulimit memlock=-1 -v /usr/local/:/usr/local/ -v /mnt/data/models:/mnt/data/models -e GLOO_SOCKET_IFNAME=enp184s0f1np1 -e NCCL_IB_HCA=rocep75s0f0 -e RAY_EXPERIMENTAL_NOSET_CUDA_VISIBLE_DEVICES=1 -e MACA_SMALL_PAGESIZE_ENABLE=1 -e MACA_VLLM_ENABLE_MCTLASS_FUSED_MOE=1 -e MACA_VLLM_ENABLE_MCTLASS_PYTHON_API=1 cr.metax-tech.com/public-init/maca/vllm-metax:0.20.0-maca.ai3.7.0.101-torch2.8-py310-ubuntu22.04-amd64

9. [bookmark: _GoBack]容器内启动模型命令
vllm serve /mnt/data/models/DeepSeek-V4-Flash-AWQ-W8A8 --trust-remote-code --kv-cache-dtype bfloat16 --block-size 256 --gpu-memory-utilization 0.85 --tokenizer-mode deepseek_v4 --tool-call-parser deepseek_v4 --enable-auto-tool-choice --reasoning-parser deepseek_v4 --compilation-config '{"cudagraph_mode":"FULL_AND_PIECEWISE", "custom_ops":["all"]}' --max-num-seq 32 -tp 8 --speculative_config '{"method": "mtp", "num_speculative_tokens": 1}'

10. 具体报错
root@node4:/workspace# vllm serve /mnt/data/models/DeepSeek-V4-Flash-AWQ-W8A8 --trust-remote-code --kv-cache-dtype bfloat16 --block-size 256 --gpu-memory-utilization 0.85 --tokenizer-mode deepseek_v4 --tool-call-parser deepseek_v4 --enable-auto-tool-choice --reasoning-parser deepseek_v4 --compilation-config '{"cudagraph_mode":"FULL_AND_PIECEWISE", "custom_ops":["all"]}' --max-num-seq 32 -tp 8 --speculative_config '{"method": "mtp", "num_speculative_tokens": 1}'
INFO 05-21 10:49:56 [__init__.py:44] Available plugins for group vllm.platform_plugins:
INFO 05-21 10:49:56 [__init__.py:46] - metax -> vllm_metax:register
INFO 05-21 10:49:56 [__init__.py:49] All plugins in this group will be loaded. Set `VLLM_PLUGINS` to control which plugins to load.
INFO 05-21 10:49:56 [__init__.py:238] Platform plugin metax is activated
INFO 05-21 10:49:56 [envs.py:116] Plugin sets VLLM_USE_FLASHINFER_SAMPLER to False. Reason: flashinfer sampler are not supported on maca
INFO 05-21 10:49:56 [envs.py:116] Plugin sets VLLM_ENGINE_READY_TIMEOUT_S to 3600. Reason: set timeout to 3600s for model loading
INFO 05-21 10:49:56 [envs.py:116] Plugin sets VLLM_FLOAT32_MATMUL_PRECISION to high. Reason: set float32 matmul precision to high for better performance on Maca platform
/opt/conda/lib/python3.10/site-packages/tvm_ffi/_optional_torch_c_dlpack.py:181: UserWarning: Failed to JIT torch c dlpack extension, EnvTensorAllocator will not be enabled.
We recommend installing via `pip install torch-c-dlpack-ext`
  warnings.warn(
INFO Print the version information of mcoplib during compilation.

Version info:Mcoplib_Version = '0.4.5'
Build_Maca_Version = '3.7.0.37'
GIT_BRANCH = 'HEAD'
GIT_COMMIT = 'a9125e4'
Vllm Op Version = 0.20.0
SGlang Op Version  = 0.5.10

INFO Staring Check the current MACA version of the operating environment.

INFO: Release major.minor matching,  successful:3.7.

INFO 05-21 10:50:20 [nixl_utils.py:20] Setting UCX_RCACHE_MAX_UNRELEASED to '1024' to avoid a rare memory leak in UCX when using NIXL.
INFO 05-21 10:50:20 [nixl_utils.py:32] NIXL is available
WARNING 05-21 10:50:38 [__init__.py:87] The quantization method 'awq' already exists and will be overwritten by the quantization config <class 'vllm_metax.quant_config.awq.MacaAWQConfig'>.
WARNING 05-21 10:50:38 [__init__.py:87] The quantization method 'awq_marlin' already exists and will be overwritten by the quantization config <class 'vllm_metax.quant_config.awq_marlin.MacaAWQMarlinConfig'>.
WARNING 05-21 10:50:38 [__init__.py:87] The quantization method 'compressed-tensors' already exists and will be overwritten by the quantization config <class 'vllm_metax.quant_config.compressed_tensors.MacaCompressedTensorsConfig'>.
WARNING 05-21 10:50:38 [__init__.py:87] The quantization method 'gptq' already exists and will be overwritten by the quantization config <class 'vllm_metax.quant_config.gptq.MacaGPTQConfig'>.
WARNING 05-21 10:50:38 [__init__.py:87] The quantization method 'gptq_marlin' already exists and will be overwritten by the quantization config <class 'vllm_metax.quant_config.gptq_marlin.MacaGPTQMarlinConfig'>.
WARNING 05-21 10:50:38 [__init__.py:87] The quantization method 'moe_wna16' already exists and will be overwritten by the quantization config <class 'vllm_metax.quant_config.moe_wna16.MacaMoeWNA16Config'>.
WARNING 05-21 10:50:38 [registry.py:945] Model architecture DeepSeekMTPModel is already registered, and will be overwritten by the new model class vllm_metax.models.deepseek_mtp:DeepSeekMTP.
WARNING 05-21 10:50:38 [registry.py:945] Model architecture DeepseekV2ForCausalLM is already registered, and will be overwritten by the new model class vllm_metax.models.deepseek_v2:DeepseekV2ForCausalLM.
WARNING 05-21 10:50:38 [registry.py:945] Model architecture DeepseekV3ForCausalLM is already registered, and will be overwritten by the new model class vllm_metax.models.deepseek_v2:DeepseekV3ForCausalLM.
WARNING 05-21 10:50:38 [registry.py:945] Model architecture DeepseekV32ForCausalLM is already registered, and will be overwritten by the new model class vllm_metax.models.deepseek_v2:DeepseekV3ForCausalLM.
WARNING 05-21 10:50:38 [registry.py:945] Model architecture KimiK25ForConditionalGeneration is already registered, and will be overwritten by the new model class vllm_metax.models.kimi_k25:KimiK25ForConditionalGeneration.
WARNING 05-21 10:50:38 [registry.py:945] Model architecture GlmMoeDsaForCausalLM is already registered, and will be overwritten by the new model class vllm_metax.models.deepseek_v2:GlmMoeDsaForCausalLM.
WARNING 05-21 10:50:38 [registry.py:945] Model architecture DeepseekV4ForCausalLM is already registered, and will be overwritten by the new model class vllm_metax.models.deepseek_v4:DeepseekV4ForCausalLM.
(APIServer pid=4754) INFO 05-21 10:50:38 [utils.py:299]
(APIServer pid=4754) INFO 05-21 10:50:38 [utils.py:299]        █     █     █▄   ▄█
(APIServer pid=4754) INFO 05-21 10:50:38 [utils.py:299]  ▄▄ ▄█ █     █     █ ▀▄▀ █  version 0.20.0
(APIServer pid=4754) INFO 05-21 10:50:38 [utils.py:299]   █▄█▀ █     █     █     █  model   /mnt/data/models/DeepSeek-V4-Flash-AWQ-W8A8
(APIServer pid=4754) INFO 05-21 10:50:38 [utils.py:299]    ▀▀  ▀▀▀▀▀ ▀▀▀▀▀ ▀     ▀
(APIServer pid=4754) INFO 05-21 10:50:38 [utils.py:299]
(APIServer pid=4754) INFO 05-21 10:50:38 [utils.py:233] non-default args: {'model_tag': '/mnt/data/models/DeepSeek-V4-Flash-AWQ-W8A8', 'enable_auto_tool_choice': True, 'tool_call_parser': 'deepseek_v4', 'model': '/mnt/data/models/DeepSeek-V4-Flash-AWQ-W8A8', 'tokenizer_mode': 'deepseek_v4', 'trust_remote_code': True, 'reasoning_parser': 'deepseek_v4', 'tensor_parallel_size': 8, 'block_size': 256, 'gpu_memory_utilization': 0.85, 'kv_cache_dtype': 'bfloat16', 'max_num_seqs': 32, 'speculative_config': {'method': 'mtp', 'num_speculative_tokens': 1}, 'compilation_config': {'mode': None, 'debug_dump_path': None, 'cache_dir': '', 'compile_cache_save_format': 'binary', 'backend': 'inductor', 'custom_ops': ['all'], 'ir_enable_torch_wrap': None, 'splitting_ops': None, 'compile_mm_encoder': False, 'cudagraph_mm_encoder': False, 'encoder_cudagraph_token_budgets': [], 'encoder_cudagraph_max_vision_items_per_batch': 0, 'encoder_cudagraph_max_frames_per_batch': None, 'compile_sizes': None, 'compile_ranges_endpoints': None, 'inductor_compile_config': {'enable_auto_functionalized_v2': False, 'size_asserts': False, 'alignment_asserts': False, 'scalar_asserts': False}, 'inductor_passes': {}, 'cudagraph_mode': <CUDAGraphMode.FULL_AND_PIECEWISE: (2, 1)>, 'cudagraph_num_of_warmups': 0, 'cudagraph_capture_sizes': None, 'cudagraph_copy_inputs': False, 'cudagraph_specialize_lora': True, 'use_inductor_graph_partition': None, 'pass_config': {}, 'max_cudagraph_capture_size': None, 'dynamic_shapes_config': {'type': <DynamicShapesType.BACKED: 'backed'>, 'evaluate_guards': False, 'assume_32_bit_indexing': False}, 'local_cache_dir': None, 'fast_moe_cold_start': None, 'static_all_moe_layers': []}}
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912] Error in inspecting model architecture 'DeepseekV4ForCausalLM'
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912] Traceback (most recent call last):
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]   File "/opt/conda/lib/python3.10/site-packages/vllm/model_executor/models/registry.py", line 1336, in _run_in_subprocess
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]     returned.check_returncode()
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]   File "/opt/conda/lib/python3.10/subprocess.py", line 457, in check_returncode
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]     raise CalledProcessError(self.returncode, self.args, self.stdout,
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912] subprocess.CalledProcessError: Command '['/opt/conda/bin/python3.10', '-m', 'vllm.model_executor.models.registry']' returned non-zero exit status 1.
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912] The above exception was the direct cause of the following exception:
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912] Traceback (most recent call last):
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]   File "/opt/conda/lib/python3.10/site-packages/vllm/model_executor/models/registry.py", line 910, in _try_inspect_model_cls
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]     return model.inspect_model_cls()
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]   File "/opt/conda/lib/python3.10/site-packages/vllm/logging_utils/log_time.py", line 21, in _wrapper
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]     result = func(*args, **kwargs)
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]   File "/opt/conda/lib/python3.10/site-packages/vllm/model_executor/models/registry.py", line 871, in inspect_model_cls
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]     mi = _run_in_subprocess(
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]   File "/opt/conda/lib/python3.10/site-packages/vllm/model_executor/models/registry.py", line 1339, in _run_in_subprocess
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]     raise RuntimeError(
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912] RuntimeError: Error raised in subprocess:
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912] /opt/conda/lib/python3.10/runpy.py:126: RuntimeWarning: 'vllm.model_executor.models.registry' found in sys.modules after import of package 'vllm.model_executor.models', but prior to execution of 'vllm.model_executor.models.registry'; this may result in unpredictable behaviour
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]   warn(RuntimeWarning(msg))
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912] /opt/conda/lib/python3.10/site-packages/tvm_ffi/_optional_torch_c_dlpack.py:181: UserWarning: Failed to JIT torch c dlpack extension, EnvTensorAllocator will not be enabled.
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912] We recommend installing via `pip install torch-c-dlpack-ext`
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]   warnings.warn(
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912] Traceback (most recent call last):
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]   File "/opt/conda/lib/python3.10/runpy.py", line 196, in _run_module_as_main
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]     return _run_code(code, main_globals, None,
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]   File "/opt/conda/lib/python3.10/runpy.py", line 86, in _run_code
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]     exec(code, run_globals)
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]   File "/opt/conda/lib/python3.10/site-packages/vllm/model_executor/models/registry.py", line 1362, in <module>
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]     _run()
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]   File "/opt/conda/lib/python3.10/site-packages/vllm/model_executor/models/registry.py", line 1355, in _run
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]     result = fn()
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]   File "/opt/conda/lib/python3.10/site-packages/vllm/model_executor/models/registry.py", line 872, in <lambda>
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]     lambda: _ModelInfo.from_model_cls(self.load_model_cls())
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]   File "/opt/conda/lib/python3.10/site-packages/vllm/model_executor/models/registry.py", line 885, in load_model_cls
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]     mod = importlib.import_module(self.module_name)
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]   File "/opt/conda/lib/python3.10/importlib/__init__.py", line 126, in import_module
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]     return _bootstrap._gcd_import(name[level:], package, level)
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]   File "<frozen importlib._bootstrap>", line 1050, in _gcd_import
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]   File "<frozen importlib._bootstrap>", line 1027, in _find_and_load
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]   File "<frozen importlib._bootstrap>", line 1006, in _find_and_load_unlocked
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]   File "<frozen importlib._bootstrap>", line 688, in _load_unlocked
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]   File "<frozen importlib._bootstrap_external>", line 883, in exec_module
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]   File "<frozen importlib._bootstrap>", line 241, in _call_with_frames_removed
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]   File "/opt/conda/lib/python3.10/site-packages/vllm_metax/models/deepseek_v4.py", line 23, in <module>
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]     from vllm_metax.customized.layers.deepseek_v4_attention import (
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]   File "/opt/conda/lib/python3.10/site-packages/vllm_metax/customized/layers/deepseek_v4_attention.py", line 486, in <module>
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]     direct_register_custom_op(
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]   File "/opt/conda/lib/python3.10/site-packages/vllm/utils/torch_utils.py", line 934, in direct_register_custom_op
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]     my_lib.define(op_name + schema_str, tags=tags)
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]   File "/opt/conda/lib/python3.10/site-packages/torch/library.py", line 177, in define
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]     result = self.m.define(schema, alias_analysis, tuple(tags))
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912] RuntimeError: Tried to register an operator (vllm::deepseek_v4_attention(Tensor hidden_states, Tensor qr, Tensor kv, Tensor positions, Tensor(a4!) out, str layer_name) -> ()) with the same name and overload name multiple times. Each overload's schema should only be registered with a single call to def(). Duplicate registration: registered at /dev/null:241. Original registration: registered at /dev/null:241
(APIServer pid=4754) ERROR 05-21 10:51:31 [registry.py:912]
(APIServer pid=4754) Traceback (most recent call last):
(APIServer pid=4754)   File "/opt/conda/bin/vllm", line 8, in <module>
(APIServer pid=4754)     sys.exit(main())
(APIServer pid=4754)   File "/opt/conda/lib/python3.10/site-packages/vllm/entrypoints/cli/main.py", line 92, in main
(APIServer pid=4754)     args.dispatch_function(args)
(APIServer pid=4754)   File "/opt/conda/lib/python3.10/site-packages/vllm/entrypoints/cli/serve.py", line 122, in cmd
(APIServer pid=4754)     uvloop.run(run_server(args))
(APIServer pid=4754)   File "/opt/conda/lib/python3.10/site-packages/uvloop/__init__.py", line 69, in run
(APIServer pid=4754)     return loop.run_until_complete(wrapper())
(APIServer pid=4754)   File "uvloop/loop.pyx", line 1518, in uvloop.loop.Loop.run_until_complete
(APIServer pid=4754)   File "/opt/conda/lib/python3.10/site-packages/uvloop/__init__.py", line 48, in wrapper
(APIServer pid=4754)     return await main
(APIServer pid=4754)   File "/opt/conda/lib/python3.10/site-packages/vllm/entrypoints/openai/api_server.py", line 678, in run_server
(APIServer pid=4754)     await run_server_worker(listen_address, sock, args, **uvicorn_kwargs)
(APIServer pid=4754)   File "/opt/conda/lib/python3.10/site-packages/vllm/entrypoints/openai/api_server.py", line 692, in run_server_worker
(APIServer pid=4754)     async with build_async_engine_client(
(APIServer pid=4754)   File "/opt/conda/lib/python3.10/contextlib.py", line 199, in __aenter__
(APIServer pid=4754)     return await anext(self.gen)
(APIServer pid=4754)   File "/opt/conda/lib/python3.10/site-packages/vllm/entrypoints/openai/api_server.py", line 100, in build_async_engine_client
(APIServer pid=4754)     async with build_async_engine_client_from_engine_args(
(APIServer pid=4754)   File "/opt/conda/lib/python3.10/contextlib.py", line 199, in __aenter__
(APIServer pid=4754)     return await anext(self.gen)
(APIServer pid=4754)   File "/opt/conda/lib/python3.10/site-packages/vllm/entrypoints/openai/api_server.py", line 124, in build_async_engine_client_from_engine_args
(APIServer pid=4754)     vllm_config = engine_args.create_engine_config(usage_context=usage_context)
(APIServer pid=4754)   File "/opt/conda/lib/python3.10/site-packages/vllm/engine/arg_utils.py", line 1627, in create_engine_config
(APIServer pid=4754)     model_config = self.create_model_config()
(APIServer pid=4754)   File "/opt/conda/lib/python3.10/site-packages/vllm/engine/arg_utils.py", line 1475, in create_model_config
(APIServer pid=4754)     return ModelConfig(
(APIServer pid=4754)   File "/opt/conda/lib/python3.10/site-packages/pydantic/_internal/_dataclasses.py", line 121, in __init__
(APIServer pid=4754)     s.__pydantic_validator__.validate_python(ArgsKwargs(args, kwargs), self_instance=s)
(APIServer pid=4754) pydantic_core._pydantic_core.ValidationError: 1 validation error for ModelConfig
(APIServer pid=4754)   Value error, Model architectures ['DeepseekV4ForCausalLM'] failed to be inspected. Please check the logs for more details. [type=value_error, input_value=ArgsKwargs((), {'model': ...nderer_num_workers': 1}), input_type=ArgsKwargs]
(APIServer pid=4754)     For further information visit https://errors.pydantic.dev/2.13/v/value_error

